Cloud Security: Hiding data within Hadoop

Introduction
	In digital forensics, file slack space plays an important role in data hiding. As technology improves digital forensics software is able to pursue the efforts of those packages used in hiding data. Clouds, however, are at such a large scale that digital forensics tools may not be able to keep up with the demand of ever growing clusters. Apache Hadoop contains a distributed file system implementation known as HDFS. The files are stored in blocks with set sizes. If a file to be stored is smaller than a block size, then there will be slack space within that given block. Files that are larger will most likely exceed a block boundary and spill into subsequent blocks, where slack space is likely to exist. 
	In this white paper we propose a method for hiding data within blocks. We will provide an overview of how to hide data within block slack space and for ways to counter these methods.  In future work we will discuss exploiting slack space in fragmented namenode structures. 
Need
	Cloud use has grown in popularity. The threat of data hiding with data nodes will always exist, as expert users are difficult to avoid; however, with little work, software packages can be created to hide data within a given data node. All that is needed is access to a given data node. Efforts to avoid detection can be used to evade detection efforts of the hadoop software platform. For all intents and purposes, all that is needed to change are small implementation details within the data nodes and clients. These changes will enable the storage of any data within the block’s slack space. 
Solution
	The HDFS software platform is split into server, client, and protocol code. These self-explanatory portions of the code base enable the storage of data at a data node, the access to the DFS instances, and the protocols for communication between the two. The output streams created by the DFSClient contain state as to whether or not the output stream for a given block (through the server code) are open or closed. This state can be extended to allow for writing block data and slack space data. This shall easily enable the perpetrator to close an FSOutputStream reference from custom code so that slack space is writable. This could also enable others who know not of the customizations to write from other DFS code only the data they wish without the capability of writing to slack space.
	In order to facilitate cross platform capabilities, the Block objects, as part of the protocol package must not be modified. The knowledge of slack space data is a human knowledge. There will be no information kept on the cluster that identifies this specialization. Furthermore, because of slack space on the physical volumes, it becomes difficult to discern generic slack space within the physical file system and that within the HDFS blocks. Slack analysis within the blocks must occur at scale, which further stresses system resources. 
	For the perpetrator, hiding data within slack space using the HDFS blocks need not affect their ability to hide data even during balancing. The BlockSender within the data node can be modified to extend the amount of data written from a block to the output stream, beyond the checksummed length, which will be the data portion of the block. 
Counter Acting
	Counteracting these efforts can be as simple as storing a cryptographic hash of known HDFS JAR files; however, when the cluster is foreign, or not hardened, these methods may not work.  All slack space could be searched within the cluster; however, this could prove to be resource intensive. Alternatively, methods could be used for partitioning blocks, hashing each partition. As data is stored, the partitions containing valid data (that is, within the range of the block’s length or end offset), are ignored. The other partitions can be compared against a list of known hashes. If the hash does not match what is stored on the name node or secondaryname node, those portions of the block can be analyzed more closely. This method will reduce the amount of resources that have to be verified in real time and thus the load shall be front facing. 
Conclusion
	Hiding data within Hadoop’s datanode slack space is a first step toward data hiding without controlled access to the data nodes. Future advances might allow a perpetrator to modify libraries such that storage can be controlled remotely and hidden, even among server re-balancing. 
