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Introduction
Cloud security is often grouped into a number of focus areas by the Cloud Security Alliance (www.cloudsecurityalliance.org). This white paper serves to focus on data protection and integrity. Assumptions are made regarding the secure implementation of the other focus areas. In this white paper, we propose a method to protect data at rest, using symmetric key encryption, and in transit using public key cryptography (PKI). Note that securing access to the cloud via mechanisms such as VPNs shall remain out of the scope of this white paper. The purview of this paper will remain all activity within the cloud architecture. 
Background
	The Cloud Security Alliance has set forth governances to secure the cloud.  They have focused on fourteen domains, including physical and data security concerns. Encryption and key management also fall under their domains.  The alliance’s guidance traditionally suggests Commercial Off the Shelf (COTS) products, increasing the return on investment; however, several popular open source packages contain little, if no, out of the box support for securing data at rest and in transit. 
	This white paper focuses on the Hadoop framework. Built by the Apache Foundation, hadoop contains an interface to launch Map Reduce jobs across a distributed file system (DFS). This paper shall remain agnostic of the DFS implementation. This paper will propose a method to secure, through PKI, the configuration entities within this Map Reduce jobs for the sole purpose of enabling symmetric encryption/decryption of data stored on the DFS. Additional packages such as Hive, Cassandra, and Accumulo can be retrofitted with these technologies if need be. Further, steps can be taken to support encryption at rest through the use of custom distributed file systems; however, this is beyond the scope of this white paper.
	Previously, Accumulo has been used by the author to create a proof of concept. Map Reduce jobs and Accumulo iterators enabled the secure storage and integrity checking of the data through the use of PKI, AES, and SHA256 HMAC. This work will be the foundation of this white paper.  
Need
	The need for encryption at rest and in transit is generally specific to a user or customer. If the user requires that data be separate from other users and safe at rest, the use of encryption at rest becomes more convincing. The need to perform encryption and decryption at the Map Reduce level is slightly more problematic. During the reduction phase, data may be written to disk. If it is, then it should be encrypted before storing the data. This paper makes the assumption that the users executing jobs, the job tracker, and the physical security of the cluster can never be trusted by all users. Therefore, the need for securing the data at rest is validated. Data in transit can be secured in a number of ways. With the use of securing data as it transits between the Map Reduce phases and with TLS, we can validate the need for securing data in transit. 
Solution
Symmetric encryption shall be used for the underlying technology to secure the data at rest. The symmetric key will be used for encryption and decryption.  Data integrity will be verified, when needed, by a SHA256 HMAC.  Symmetric keys will be kept in the file system, encrypted with an alternating key. The alternating key shall be invalidated upon each use or at pre-defined intervals. 
	Map Reduce Jobs will not be launched directly by the user. Instead, the user shall communicate to an arbiter, or trusted process/gateway, which establishes the TLS tunnel. The gateway will be responsible for changing the one type encrypted symmetric key and launching Map Reduce jobs. Once Map Reduce jobs have been launched a key may be used for HMAC digest verification.
	Ingesting data will require the rapid encryption of the data to be analyzed. Map Reduce jobs can be used to bulk import this data; however, this creates a potentially unsafe footprint on the distributed file system prior to encryption of the data in the Map Reduce job. To avoid this, the process which loads the data onto the DFS may encrypt the data the data during ingestion.  
Decryption will require an InputFormat and InputSplit implementation so that the files are split according to the data within the AES cipher blocks.  Once this is performed, the data can be analyzed according to the required specifications.  Depending on the block sizes of the cipher, the input split may desire to chunk the splits, making more efficient use of the cluster.
The Map Reduce jobs shall have access to the data (which is still encrypted) and the symmetric key. Once the mapping procedure is complete, the reduction phase (either through the reducer or combiner) shall receive only encrypted values. The key can remain in the clear if it represents metadata of the original data set. 
Alternatives
With this approach, users who have access to the data must have access to the symmetric key. Users will be able to share keys via their own symmetric key.  If no user has access to the symmetric key of that data, the data will be lost.  Alternatively, the cloud itself can be encrypted with Full Disk Encryption (FDE). This can facilitate the use of COTS products; however, the ability to control user access to specific data is beyond the scope of most FDE packages.
Costs and Risks
	Since all of the products mentioned above are open source, the costs are solely developmental. It is assumed that the cloud communications are secured via SSH. TLS and AES implementations are freely available for all Map Reduce supporting languages. Risk can be incurred when data is lost due to user error. For example, if a user’s credentials are lost (i.e. their private key), the user may no longer be able to access the data. Further, other users may not be able to access the data unless an administrative user is given rights to the symmetric key. No backup should be kept, instead, the risk should be assumed. 
[bookmark: _GoBack]	Establishing TLS communications with PKI will also incur developmental costs; however, as with those costs and risks mentioned above, it is assumed that the return on investment is high enough. As per the needs of the user, any security implementation must be leveraged against assumed risks. 
Conclusion
	Map Reduce jobs present an interesting opening for securing data at rest and in transit. The jobs contain multiple steps during which data is sent in the clear. Further, ingestion should be secured so that that once the data is stored on the cluster, it shall be secured at rest. Using symmetric encryption, such as AES, we can secure data at rest. TLS will enable us to secure data in transit as we begin the Map Reduce process. 
